
Sample Problems for Ph D Qualifying Examination  

Advanced Software Engg. 

Problem#1 

The department of public works for a large city has decided to develop a Web-based pothole tracking 

and repair system (PHTRS). A description follows: 

Citizens can log onto a Web site and report the location and severity of potholes. As potholes are 

reported they are logged within a “public works department repair system” and are assigned an 

identifying number, stored by street address, size (on a scale of 1 to 10), location (middle, curb, etc.), 

district (determined from street address), and repair priority (determined from the size of the pothole). 

Work order data are associated with each pothole and includes pothole location and size, repair crew 

identifying number, number of people on crew, equipment assigned, hours applied to repair, hole 

status (work in progress, repaired, temporary repair, not repaired), amount of filler material used and 

cost of repair (computed from hours applied, number of people, material and equipment used). Finally, 

a damage file is created to hold information about reported damage due to the pothole and includes 

citizen's name, address, phone number, type of damage, dollar amount of damage. PHTRS is an on-

line system; all queries are to be made interactively. 

Develop an entity/relationship diagram that describes data objects, relationships, and attributes. 

Problem#2 

A small island nation has decided to build an air traffic control (ATC) system for its one airport. The 

system is specified as follows: 

All aircraft landing at the airport must have a transponder that transmits aircraft type and flight data in 

high-density packed format to the ATC ground station. The ATC ground station can query an aircraft 

for specific information. When the ATC ground station receives data, it is unpacked and stored in an 

aircraft database. A computer graphics display is created from the stored information and displayed for 

an air traffic controller. The display is updated every 2 seconds. All information is analyzed to 

determine if "dangerous situations" are present. The air traffic controller can query the database for 

specific information about any plane displayed on the screen. 

Using OOD, create a design for the ATC system. 

 

Problem#3 

The Real Estate Multiple Listing Service system supplies information that local real estate agents use 

to help them sell houses to their customers. During the month, agents list houses for sale (listings) by 

contracting with homeowners. The agent works for a real estate office, which sends information on the 



listing to the multiple listing services. Therefore, any agent in the community can get information on 

the listing.  

Information on a listing includes the address, year built, square feet, number of bedrooms, number of 

bathrooms, owner name, owner phone number, asking price, and status code. At any time during the 

month, an agent might directly request information on listings that match customer requirements, so 

the agent contacts the multiple listing services with the request. Information on the house, on the agent 

who listed the house, and on the real estate office the agent works for is provided. For example, an 

agent might want to call the listing agent to ask additional questions or call the homeowner directly to 

make an appointment to show the house. Twice each month (on the 15th and 30th), the multiple listing 

service produces a listing book that contains information on all listings. These books are sent to all of 

the real estate agents. Many real estate agents want the books (which are easier to flip through), so 

they are provided even though the information is often out of date. Sometimes agents and owners 

decide to change information about a listing, such as reducing the price, correcting previous 

information on the house, or indicating that the house is sold. The real estate office sends in these 

change requests to the multiple listing service when the agent asks the office to do so. 

Draw Domain class diagram, Use case diagram & sequence diagram. 

 

Problem#4 

Suppose you wish to model the elevator system of a multifloor building. The system is composed of m 

floors and n elevators. Each elevator has a set of buttons, one for each floor. The buttons light up when 

pressed and cause the elevator to visit the corresponding floor. The light goes out upon the elevator’s 

reaching the floor. Each floor (except for the ground and top floors) has two buttons, one to request an 

up elevator and one to request a down elevator. Each elevator has an emergency button that, when 

pressed, causes a warning signal to be sent to the site manager. 

1. Model this system in an object-oriented style. 

2. Suppose that the elevators are divided into two sets, the first comprising the elevators that 

serve floors zero through m1 , the second comprising those which serve floors m1 through m. 

What would you change in design to accommodate this feature? 

 

 

Problem#5 

An automated ticket-issuing system sells rail tickets. Users select their destination and input a credit 

card and a personal identification number. The rail ticket is issued and their credit card account 

charged. When the user presses the start button, a menu display of potential destinations is activated, 

along with a message to the user to select a destination.  

Once a destination has been selected, users are requested to input their credit card. Its validity is 

checked and the user is then requested to input a personal identifier. When the credit transaction has 

been validated, the ticket is issued. 



1. Discover ambiguities or omissions in the above statement of requirements for part of a ticket-

issuing system: 

2. Rewrite the above description using the structured approach. Resolve the identified ambiguities 

in an appropriate way. 

3. Write a set of non-functional and functional requirements for the ticket-issuing system, setting 

out its expected reliability and response time. 

 

Network Programming  and Security Algorithms Lab 

1. Write a program that reads ethernet and WLAN header and prints out information from the 

header of each frame (e.g, if the WLAN frame contains an IP packet, then print the IP header). 

 

2. Write a simple port scanner code to see whether the host is available or not by establishing the 

socket connection. The logic is to check for connection if the connection established is 

successful then the host is available or else dead. 

 

3. Write a simple DOS program that uses posix sockets and threads to create multiple threads and 

stop the server. 

 

4. Write a client-server application that uses a SSL (TLS) connection to exchange data. 

 

Implement a man-in-the-middle (MITM) attack on SSL, using an SSL server (create your own 

server). You have to also implement a simple (command-line) administrative interface for 

the proxy that will make use of password authentication. 

 

Computer Networks Lab 

1. Write an socket program to implement an IMAP client in Java/c/c++ that understands the 

commands CAPABILITY, LOGIN, LOGOUT, and NOOP. Your client will have to know how 

to connect to a server, run a specified sequence of commands, and print their responses as they 

come in. If one of the commands fails ("NO" or "BAD" response), your client should recognize 

this and end that connection.  To test your clients program, set up an IMAP server in the same 

local machine. 

2. Write DNS client program using C sockets that takes three arguments: a query name (e.g., host 

name or domain name) and a query type (A, or NS, or MX), and DNS server name. Print out 

the responses in the answer section of the DNS record received. 

3. Implements the UDP version of the echo server. The server is very simple: it loops forever, 

receiving datagrams and then sending the same datagrams back to the client. 

4. SCTP can provide multiple streams between connection endpoints, and each stream will have 

its own reliable sequenced delivery of messages, so any lost message will not block the 

delivery of messages in any of the other streams. SCTP is not vulnerable to SYN flooding, as it 

requires a 4-way handshake. 

Write a SCTP sockets code for: 

a. A one-to-one socket that corresponds to exactly one SCTP association (similar to TCP). 

https://www.google.co.in/url?sa=t&rct=j&q=&esrc=s&source=web&cd=1&cad=rja&ved=0CCUQFjAA&url=http%3A%2F%2Fen.wikipedia.org%2Fwiki%2FIEEE_802.11&ei=OToKU7KmA-2yiQeo74HYBw&usg=AFQjCNEL8BtAMMn6FDjvMM4LpsXTw0kTtA&sig2=G2T6w1VcRC8YRjvdJE9EHw&bvm=bv.61725948,d.aGc


b. A one-to-many socket, where many SCTP associations can be active on a socket 

simultaneously (similar to UDP receiving datagrams from several endpoints). 

5. Implement a file downloading and uploading functions from an ftp server using socket 

programming. Your program should implement the standard FTP protocol at the TCP level 

using sockets (Windows built in ftp functions are not acceptable). For the user interface, use 

command shell.  FTP protocol needs to know whether the data type is binary or ASCII. Your 

implementation should include a function for selecting ASCII or binary mode; consequently, 

your program should be able to download/upload both binary and ASCII files. It is also 

important to be able to download/upload large sized binary files. Jpg pictures would be good 

choices for testing binary upload/downloads.  

 

 

Advanced data structures 

 

1. Demonstrate the insertion of keys 5, 28, 19, 15, 20, 33, 12, 17, 10 into a hash table with collisions 

resolved by chaining. Let the hash table have 7 slots, and let the hash function be h(k) = k mod 7. 

 

2. Consider the following potential red-black trees (with the keys left out). Recall that we represent black 

nodes by hashed lines and red nodes by no hashed lines. Which of the following are valid red-black 

trees? For each which is not a valid red-black tree, give a reason why it is not a red-black tree. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

 

 

 

 

 

 

 

 

 

 

Database Systems, Data Mining and Information 

Retrieval 

1. Propose an algorithm, in pseudo code or in your favorite programming language, for the 

following: 

(a) The automatic generation of a concept hierarchy for nominal data based on the number of 

distinct values of attributes in the given schema. 

(b) The automatic generation of a concept hierarchy for numeric data based on the equal-width 

partitioning rule. 

(c) The automatic generation of a concept hierarchy for numeric data based on the equal-

frequency partitioning rule. 

2. Robust data loading poses a challenge in database systems because the input data are often 

dirty. In many cases, an input record may miss multiple values; some records could be 

contaminated, with some data values out of range or of a different data type than expected. 

Work out an automated data cleaning and loading algorithm so that the erroneous data will be 

marked and contaminated data will not be mistakenly inserted into the database during data 

loading. 

3. ChiMerge is a supervised, bottom up (i.e., merge-based) data discretization method. It relies on 

chi square analysis: Adjacent intervals with the least chi square values are merged together 

until the chosen stopping criterion satisfies. 

(a) Briefly describe how ChiMerge works. 

(b) Take the IRIS data set, obtained from the university of California-Irvine Machine Learning 

Data Repository (www.ics.uci.edu/~mlearn/MLRepository.html), as a data set to be 

discretized. Perform data discretization for each of the four numeric attributes using the 

ChiMerge method. (Let the stopping criteria be: max-interval=6). You need to write an 

algorithm to do this clumsy numerical computation. Submit your simple analysis and your 

test results: split-points, final intervals, and the documented source program. 

4. Design an efficient method that performs effective naïve Bayesian classification over an 

infinite data stream (i.e., you can scan the data stream only once). If we wanted to discover the 

evolution of such classification schemes (e.g., comparing the classification scheme at this 

http://www.ics.uci.edu/~mlearn/MLRepository.html


moment with earlier schemes such as one from a week ago), what modified design would you 

suggest? 

5. (a) Discuss the additional complexities and metadata that might be useful when you are 

crawling “BLOGS” versus normal static web pages. If you were crawling “FACEBOOK” how 

would you modify to optimize the ingest process. (Hint: discuss it both from a metadata 

perspective and a multimedia information retrieval perspective). 

(b) Describe how a bigram data structure would be used to search for the search term 

“computer science” (Note: the search term is a contiguous word phrase). What are the possible 

sources of errors that could cause non-relevant items to be retrieved? 

6. We are given a file of 1 million records, each record being 200 bytes long, of which 10 bytes 

are for the key field. A physical block is 1000 bytes long and block addresses are 5 bytes long. 

(a) Using a hashed file organization with 1000 buckets, calculate the bucket size in blocks. 

Assume all blocks contain the average number of records. What is the average number of 

accesses needed to search for a record that exists in the file? 

(b) Using an index-sequential file with one level of indexing and assuming that all file blocks 

are as full as possible (with no overflow), how many blocks are needed for the index? If we 

employ a binary search on the index, how many accesses are required on the average to find a 

record? 

(c) If we use a B+ tree and assume that all blocks are full as possible, how many index blocks 

are needed? What is the height of the tree? 

(d) Repeat part (c) if all blocks are full. 

7. Do Drive is a small driving school that is growing and feels the need for a database system. 

The school offer driving lessons on three different vehicles----- cars, trucks and buses. To get a 

driving certificate from the school, which is a prerequisite for getting a driver’s licenses, each 

student should score more than 75% in five theoretical courses (Defensive Driving, 

Automobile Mechanics, Highway Code, Safe driving and Maintenance) and more than 85% in 

practical driving. After 10 hours of practical driving, a student’s performance is accessed. If the 

student fails, he or she will be asked to take two hours of additional driving. If the student fails 

one of the theoretical courses, he or she will be asked to appear for a supplementary test in that 

course. 

The fee for the driving course is $300.00 for car, $700.00 for bus, and $1000.00 for trucks. The 

fee for one supplementary test or one hour of extra driving, 10% of the course fee. Students can 

pay their fees in installments; however, the certificate is withheld while the students owe 

money to the school. 

The school employs three types of employees: salaried employees for administration, teachers 

who offer theoretical courses and instructors who give practical lessons. The salaried 

employees are paid a monthly salary. Each teacher is paid $300 per course section and each 

instructor is paid $100 per student. 

You may make the following assumptions: 



 A teacher can offer one or more courses. A teacher can also offer more than one section 

of the same course. 

 An instructor can offer practical lessons to several students. 

 An instructor can offer practical lesson on more than one type of vehicle. 

 The school owns more than one vehicle of each type. 

 

Once a student gets a certificate, the details pertaining to the student can be removed from the 

online database. 

 

Typical operations to be supported by the database are listed below: 

 Add new students, teachers, instructors, salaried employees and vehicles. 

 Remove existing students, teachers, instructors, salaried employees and vehicles. 

 Compute the payments for employees. 

 Prepare the schedules for the courses and driving lessons. 

 Keep track of payments made by students and amounts outstanding. 

 

Design an E-R model for this database.  Convert the model to a relation model listing the 

relation scheme, primary keys and functional dependencies.  Ensure that all relations are in at 

least third normal form. 

 

Operating System 

1) The three-phase commit protocol is said to be non-blocking and resilient to single site failure. 

This means that in spite of the failure of a single site, all the operational sites agree on the 

outcome of the transaction by examining their local states. Is the three-phase commit protocol 

resilient to the failure of more than one site? If so, prove your answer. If not, provide a counter-

example to support your answer.  

2) The state transition and the resultant sending of message(s) in the three-phase commit protocol 

is atomic (either the message is sent to all the intended recipients or to none). Would the 

correctness of the protocol be affected by relaxing the atomicity requirement? Explain.  

3) Into a single queue with unlimited buffer size, customers always arrive in pairs but line up one 

after another in the waiting line for service. One of an arriving pair joins the line ahead of the 

other, by a random choice. The single server takes up one customer at a time from the head of 

the queue and serves. Each customer leaves immediately upon completion of his/her service 

(that is, without waiting for the completion of the partner’s service). Arrivals of pairs are 

Poisson with a rate of 1 pair per hour. Service times of individual customers are independent 

and identically distributed Exponential random variables with a mean of 0.25 hour for each 

customer (and not for a pair). Determine the expected response time of an individual customer. 

4) Consider a distributed system where every node has its physical clock and all physical clocks 

are perfectly synchronized. Give an algorithm to record global state assuming the 

communication network is reliable. (Note that your algorithm should be simpler than the 

Chandy–Lamport algorithm.) What modifications should be done to the Chandy–Lamport 



snapshot algorithm so that it records a strongly consistent snapshot (i.e., all channel states are 

recorded empty) 

5) For the graph in Figure below, compute the following spanning trees: 1. Steiner tree (based on 

the KMB heuristic). 2. Delay-bounded Steiner (heuristic CSTCD), with a delay bound of 8 

units. 3. Delay-bounded Steiner (heuristic CSTC), with a delay bound of 8 units. 

 

 
 

6) Termination detection algorithms assume that an idle process can only be activated on the 

reception of a message. Consider a system where an idle process can become active 

spontaneously without receiving a message. Do you think a termination detection algorithm 

can be designed for such a system? Give reasons for your answer.  

7) Consider the following simple method to enforce mutual exclusion: all sites are arranged in a 

logical ring fashion and a unique token circulates around the ring hopping from a site to 

another site. When a site needs to executes its CS, it waits for the token, grabs the token, 

executes the CS, and then dispatches the token to the next site on the ring. If a site does not 

need the token on its arrival, it immediately dispatches the token to the next site (in zero time).  

1. What is the response time when the load is low? 

2. What is the response time when the load is heavy? 

Assume there are N sites, the message/token delay is T, and the CS execution time is E. 

 

8)  Show that in Lamport’s algorithm the critical section is accessed in increasing order of 

timestamp. 

 

9) Suppose all the processes in the system are assigned priorities which can be used to totally 

order the processes. Modify Chandy et al.’s algorithm for the AND model so that when a 

process detects a deadlock, it also knows the lowest priority deadlocked process. 

 

10)  Consider a two-processor server where each processor in enabled with technology that allows 

the processors to operate at a higher speed under heavy loads, and to operate at a reduced speed 

under low loads to conserve power. Users submit jobs according to a Poisson process with rate 

λ jobs per second. If there is one job in the system, only a single processor is busy, and the 

processor operates at a speed of 500 MHz (500 million cycles per second). If there are two jobs 

in the system, both processors are busy, and each operates at a speed of 1000 MHz. If there are 

three or more jobs in the system, both processors are busy, and each processor operates at a 



speed of 1500 MHz. The length of a job is modeled as exponentially distributed and requires 

an average of 500 million CPU cycles. Buffer size is unlimited.   

(a) Draw the state diagram for the system, clearly labeling transition rates.  

(b) Find the steady-state probabilities for the number of jobs in the system.  

(c) Find the condition for λ in order for the system to be stable. 

Cryptography and Network Security 
1. Access control is a key component of a secure computing system. Capabilities or access 

control lists (ACLs) can be used to determine whether a request should be granted or denied. 

What are the pros and cons of using capabilities or ACLs. In many systems, ACLs allow both 

positive and negative access rights to be associated with subjects. Capabilities can have access 

rights (Hydra capabilities had a variety of such rights) but negative rights have not been found 

to be useful in the context of capabilities. Explain why negative rights are useful with ACLs 

but not with capabilities. Finally, give an example of a system where both ACLs and 

capabilities are used to govern access to  

resources.  

 

2. In this question, you are asked to explore the future of text based passwords for 

authenticating users. In particular, you need to explore the strength of such passwords in the 

face of dictionary or exhaustive attacks. If the space of passwords has N elements, assume that 

in the worst case N crypt operations are required to find a particular user's password. Also, 

assume that with current 1GHz processors, one can perform one million crypt operations per 

second. One way to characterize the exhaustive search is to associate an entropy measure with 

possible passwords. For example, if the passwords are English phrases, each character offers 

approximately 1.2 bits of entropy (e.g., all five letter passwords can be represented using 6 

bits). If English phrases that can be remembered by people easily cannot be longer than 20 

letters and processor speeds will double every 18 months  (Moore's law), in year 2005, how 

much CPU time will be needed to find someone's password by doing an exhaustive search? 

Based on such projections, what can say about the viability of text based passwords in the 

future. What other kinds of passwords can be used if text based passwords will not be strong 

enough to withstand dictionary attacks in the future?  

 

3. Much of the intrusion detection work is done at the network level based on information 

contained in various fields of network packets. Application level intrusion detection must 

identify suspicious access patterns at the level of services that are accessed by the application. 

In particular, consider file systems. There is a good bit known about file usage based on widely 

available traces.How would you characterize the data in such traces and how would one use 

such characterizations to determine if a sequence of requests to the file system is from a 

potential attacker? Do you think intrusion detection closer to the application level is a good 

idea? Explain your answer.  

 



4. Assume you are in charge of specifying a cryptographic protocol to enable a user to control 

his/her home remotely (lights, appliances, alarm system, etc..) through Internet.  

(a) Describe the infrastructure you are going to use. Be specific about the pros and cons of your 

choices.  

(b) Specify the protocol. Include the cryptographic algorithm(s) you have chosen, steps, what 

you are targeting on each step (authentication, authorization, confidentiality, ...), any other 

detail that  you think make your protocol cool.  

(c) Give examples of threats that your protocol is robust against and that it is not. Clearly state 

the reason your protocol is vulnerable to some attacks if this is the case.  

In this question I am only concerned with the security of your protocol. Although other factors 

may (and should) affect your decisions, like cost, you should concentrate in detailing the 

security related features of your protocol. Please include anything that is not listed above which 

makes your protocol interesting.  

 

5. After many years of experimental research, Iron Screen Labs releases a state of the art 

intrusion detection system targeting core ISP providers. This new IDS is 99.99% accurate, far 

outpacing the competition. Given the volume of traffic seen by providers, approximately one 

out of every 10,000,000 packets represents an attack.  

 

(a) Given the above information, what is the detection accuracy of this IDS?  

(b) Assume that the links within core ISP routers operate at a constant rate of 1 Giga-Packets 

(GPps) per second. How many false positives will be observed per second?  

(c) In order to reduce the number of false positives, Iron Screen Labs decides to improve the 

accuracy of their detector. How accurate does the detector need to be to reduce false positives 

to one per second?  

 

6. Neuman and Ts’o compare Kerberos to “authentication by assertion”. Explain why 

Kerberos provides a more secure authentication solution. Name two protocols that rely on 

authentication by assertion. For each, explain an attack against the protocol and explain how 

the protocol could be or has been strengthened.  

 

7. What is the end-to-end argument? What is its implication to network security?  

How do IPsec-based VPNs violate the end-to-end argument? Give one argument for and 

against the use of this security mechanism.  

 

8. A reference monitor interposes on operations or object accesses, and it can enforce an 

access control policy constraining such access. Typical reference monitors are implemented in-

kernel or as separate processes sandboxing the execution of a monitored process. An 

alternative design, called an inlined reference monitor (IRM), inserts the monitoring logic into 

the original code of the monitored process.  

 

(a) What advantages might an IRM provide when compared to a more traditional sandbox?  

(b) List and justify a set of assumptions that must hold true over the monitored process for an 

IRM within the process to be secure. Justify the completeness of your list.  



 

9. The Federal Financial Institution Examination Council (FFIEC) mandated in 2005 that 

financial institutions such as banks must use a stronger authentication method than the 

password based single factor authentication that was commonly used at the time. However, 

FFIEC did not suggest what banks needed to do to meet the stronger authentication 

requirement. Several companies have offered solutions that utilize passwords and additional 

features to meet this mandate. For example, IP geolocation techniques can be used to estimate 

the location of a user who is logging in based on the IP address of his or her machine. The 

reputation associated with an IP address could be another feature, and operating system 

running on the client machine and the user’s ISP are additional features that could also be used. 

A request from a user must not only provide the correct password but its features must match 

those associated with the user. To enhance security, it is desirable that we do not store values 

of these additional features directly with other user account information on the server machine 

where authentication is performed. Discuss how such a scheme can be implemented when the 

server is able to verify their values without storing them directly. To reduce false negatives, 

you should allow a login with correct password when the user is no more than distance d from 

the normal location. Similarly, other factors could allow limited deviation from the correct 

value. Since the values of these features can vary over time (e.g., user may do online banking 

while on travel), to reduce false negatives, we may allow access when only a subset of the 

feature values match. Can the implementation above be adapted so a correct password with a 

subset of matching features is sufficient to access online services? Does a scheme based on the 

features listed about really provide much stronger authentication than passwords as was 

required by FFIEC? Explain your answer.  

 

10. Alice has set up an online database that answers queries about stocks and other 

financial products. Users’ queries are of the form ”tell me the value of stock . STCK . between 

dates . START . and . END i.” To protect her users’ privacy, Alice requires that queries be 

encrypted as they travel over the network. What abstract security properties should the 

encryption scheme provide, and what might it reasonably leave out?  

Justify your answers.  

 

11. Alice is trying to decide between two different block ciphers, FOO and BAR, for her 

application. Both FOO and BAR have the same block size and key length. She’s confident that 

at least one of them is secure, but isn’t sure which. As a hedge, she decides to combine them 

into a single new block cipher BAZ, defined as:  

 

BAZk(x)= F OOk(BARk(x))  

BAZk..1(y)= BARk..1(F OOk..1(y)).  

 

Alice finds its performance to be acceptable, but is BAZ a sound design from a security point 

of view? If so, argue/prove it (you may assume that at least one of FOO and BAR is a secure 

block cipher). If not, explain why, and if possible, salvage it by suggesting a secure 

construction in the same spirit.  

 



Mathematical Foundations for Cryptography(Number 

Theory) 
 

1. The natural numbers a and b are such that  (a + 1)/b + (b + 1)/a  is an integer. Show that the 

greatest common divisor of a and b is not greater than √(a + b). 

 

2. Prove that b−1 does not exist in modulo m when gcd(b, m) > 1. 

3. Let r be a modulo 60 residue such that gcd(r, 60) = 1. Show that r has a modulo 60 inverse. 

4. Find all solutions to 4n ≡ 1 (mod 5). 

5. Solve the equation: 247x + 91y = 39 

6. Using Chinese remainder theorem, solve the system . 

x ≡ 1 (mod 3) 

x ≡ 2 (mod 4) 

x ≡ 3 (mod 5) 

 

7. Solve the system x
2
 + x + 1 ≡  0 (mod 7), 2x-4 ≡ 0 (mod 6). 

8. Using fermat’s little theorem prove that number 561 is composite. 

9. Solve the congruence 7x
6
 + 4x + 12 ≡  0 (mod 135). 

10. compute (3/p) for primes p > 5. 

11. Find all positive integers n such that the set{n, n + 1, n + 2, n + 3, n + 4, n + 5} can be split into 

two disjoint subsets such that the products of elements in these subsets are the same. 

12. Find all integers a, b, c with 1 < a < b < c such that (a − 1)(b − 1)(c − 1) is a divisor of abc − 1. 

13. Let p, q, r be distinct prime numbers and let A be the set A = {p
a
q

b
r
c
: 0 ≤ a, b, c ≤ 5}. Find the 

smallest integer n such that any n-element subset of A contains two distinct elements  x, y such 

that x divides y. 

14. Let n be an integer number, n ≥ 2. Show that if k 
2
 + k + n is a prime number for any integer 

number k, 0 ≤ k ≤ √ ( n/3), then k
2
 + k + n is a prime number for any k, 0 ≤ k ≤ n − 2. 

15. Let p, q be two distinct primes. Prove that there are positive integers a, b so that the arithmetic 

mean of all the divisors of the number n = p
a
· q

b 
is also an integer. 

 

 

Parallel Computing 

1. Consider a simplified version of bucket-sort. You are given an array A of n random integers in the 

range [1...r] as input. The output data consist of r buckets, such that at the end of the algorithm, Bucket i 

contains indices of all the elements in A that are equal to i. 

 Describe a decomposition based on partitioning the input data (i.e., the array A) and an 

appropriate mapping onto p processes. Describe briefly how the resulting parallel algorithm 

would work. 

 Describe a decomposition based on partitioning the output data (i.e., the set of r buckets) and 

an appropriate mapping onto p processes. Describe briefly how the resulting parallel algorithm 

would work. 

2. Assume that the cost of building a parallel computer with p nodes is proportional to the total 

number of communication links within it. Let the cost effectiveness of an architecture be inversely 

proportional to the product of the cost of a p-node ensemble of this architecture and the 

communication time of a certain operation on it. Assuming ts to be zero, which architecture is more 



cost effective for each of the operations discussed in this chapter – a standard 3-D mesh or a sparse 3-

D mesh ? 

3.  Show that the length of the longest path of any message in a circular q-shift on a p-node 

hypercube is log p - g(q), where g(q) is the highest integer j such that q is divisible by 2
j
. 

4.  Consider the all-reduce operation in which each processor starts with an array of m words, and 

needs to get the global sum of the respective words in the array at each processor. This operation can 

be implemented on a ring using one of the following three alternatives: 

a) All-to-all broadcast of all the arrays followed by a local computation of the sum of the 

respective elements of the array. 

b) Single node accumulation of the elements of the array, followed by a one-to-all broadcast of 

the result array. 

c) An algorithm that uses the pattern of the all-to-all broadcast, but simply adds numbers rather 

than concatenating messages. 

I. For each of the above cases, compute the run time in terms of m, ts, and tw. 

II. Assume that ts = 100, tw = 1, and m is very large. Which of the three alternatives (among 

(i), (ii) or (iii)) is better? 

III. Assume that ts = 100, tw = 1, and m is very small (say 1). Which of the three alternatives 

(among (i), (ii) or (iii)) is better? 

6. Consider a parallel system containing p processing elements solving a problem consisting of W 

units of work. Prove that if the isoefficiency function of the system is worse (greater) than 

Q(p), then the problem cannot be solved cost-optimally with p = (W). Also prove the converse 

that if the problem can be solved cost-optimally only for p < Q(W), then the isoefficiency 

function of the parallel system is worse than linear. 

 

Parallel and Distributed Algorithms 

1. Consider Cannon's matrix-matrix multiplication algorithm. Our discussion of Cannon's 

algorithm has been limited to cases in which A and B are square matrices, mapped onto a square grid 

of processes. However, Cannon's algorithm can be extended for cases in which A, B, and the process 

grid are not square. In particular, let matrix A be of size n x k and matrix B be of size k x m. The 

matrix C obtained by multiplying A and B is of size n x m. Also, let q x r be the number of processes 

in the grid arranged in q rows and r columns. Develop an MPI program for multiplying two such 

matrices on a q x r process grid using Cannon's algorithm. 

2. A simple streaming media player consists of a thread monitoring a network port for arriving 

data, a decompressor thread for decompressing packets and generating frames in a video sequence, 

and a rendering thread that displays frames at programmed intervals. The three threads must 

communicate via shared buffers – an in-buffer between the network and decompressor, and an out-

buffer between the decompressor and renderer. Implement this simple threaded framework. The 

network thread calls a dummy function listen_to_port to gather data from the network. For the sake of 

this program, this function generates a random string of bytes of desired length. The decompressor 



thread calls function decompress, which takes in data from the in-buffer and returns a frame of 

predetermined size. For this exercise, generate a frame with random bytes. Finally the render thread 

picks frames from the out buffer and calls the display function. This function takes a frame as an 

argument, and for this exercise, it does nothing. Implement this threaded framework using condition 

variables. Note that you can easily change the three dummy functions to make a meaningful streaming 

media decompressor. 

3. Change the locks to read-write locks in the hash table and use write locks only when inserting 

an entry into the linked list. Examine the performance of this program as a function of k. Compare the 

performance to that obtained using regular locks. 

4. Consider the two algorithms for all-to-all personalized communication. Which method would you use 

on a 64-node parallel computer with Q(p) bisection width for transposing a 1024 x 1024 matrix with the 1-D 

partitioning if ts = 100µs and tw = 1µs? Why? 

5.  Describe a parallel formulation of matrix-vector multiplication in which the matrix is 1-D 

block-partitioned along the columns and the vector is equally partitioned among all the processes. 

Show that the parallel run time is the same as in case of rowwise 1-D block partitioning. 

6.  Consider a ring-connected parallel computer with n processes. Show how to map the input wires of the 

bitonic sorting network onto the ring so that the communication cost is minimized. Analyze the performance of 

your mapping. Consider the case in which only p processes are available. Analyze the performance of your 

parallel formulation for this case. What is the largest number of processes that can be used while maintaining a 

cost-optimal parallel formulation? What is the isoefficiency function of your scheme? 

7. Prove that the block-based odd-even transposition sort yields a correct algorithm. 

8. Compute the parallel run time, speedup, and efficiency of Floyd's all-pairs shortest paths 

algorithm using 2-D block mapping on a p-process mesh with store-and-forward routing and a p-

process hypercube and a p-process mesh with cut-through routing. 

9. We noticed that the parallel formulation of the longest-common-subsequence problem has an 

upper bound of 0.5 on its efficiency. It is possible to use an alternate mapping to achieve higher 

efficiency for this problem. Derive a formulation that does not suffer from this upper bound, and give 

the run time of this formulation. 

10. Ignoring ts, by what factor should the communication bandwidth of a p-node mesh be increased so that 

it yields the same performance on the two-dimensional transpose algorithm for an n-point FFT on a p-node 

hypercube? 

11. You are given the following sets of communication-related constants for a hypercube network: (i) ts = 

250, tw = 1, (ii) ts = 50, tw = 1, (iii) ts = 10, tw =1, (iv) ts = 2, tw =1, and (v) ts = 0, tw = 1. 

a. Given a choice among the binary-exchange algorithm and the two-, three-, four-, and five-

dimensional transpose algorithms, which one would you use for n = 2
15

 and p = 2
12

 for each of 

the preceding sets of values of ts and tw? 

b. Repeat part 1 for (a) n = 2
12

, p = 2
6
, and (b) n = 2

20
, p = 2

12
. 



CLOUD COMPUTING 

 

1) During programming you can implement the logic in many different ways, not all of which 

will succeed in the cloud. Discuss the behaviour of following code segment for single-server 

and muti-server environment: 

public void book(Customer customer, Room room, Date [ ] days) 

  throws BookingException { 

 synchronized (   room  )  { //synchronized “locks” the room object 

  if(   !room.isAvailable(days)   )     { 

   throw new BookingException(“”Room unavailable.   ”); 

  } 

  room.book(customer,    days); 

 } 

} 

 

2) Some of the cutting edge technologies like Reconfigurable Computing, Ubiquitous Computing, 

and Wearable Computers, which are supporting and have made or likely to make Cloud 

Computing long evolutionary journey possible. Discuss the conceptual foundations and usages 

of these technologies and explain how Cloud Computing utilizes these technologies. 

3) A Privacy Impact Assessment (PIA) permits organizations to design Privacy into new systems 

during the design and development stages. Discuss the architecture and knowledge 

representation of the PIA tool and its advantages in context to SaaS service model. 

4) Identify the four main categories and subcategories of cloud vulnerability and to what extent 

they can fairly be said to vulnerabilities? 

5) Write the formal definition of the Nash equilibrium in context to Cloud Computing. Discuss 

the various Nash equilibrium algorithms for bid functions, parameters estimation, and 

equilibrium price. How these algorithms are implemented? 


